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              Q: 
              
                Python module for converting PDF to text
              

            

            Is there any python module to convert PDF files into text? I tried one piece of code found in Activestate which uses pypdf but the text generated had no space between and was of no use. 



          

          
            
              
                +8 
                A: 
                Try PDFMiner.  It can extract text from PDF files as HTML, SGML or "Tagged PDF" format.


http://www.unixuser.org/~euske/python/pdfminer/index.html


The Tagged PDF format seems to be the cleanest, and stripping out the XML tags leaves just the bare text.



                
                  David Crow
                   2008-08-25 05:21:22
                

              

              
                
                  I just added an answer descibing how to use pdfminer as a library.

                  codeape
                   2008-11-24 14:21:13
                

              

            

            
              
                
                A: 
                PDFminer gave me perhaps one line [page 1 of 7...] on every page of a pdf file I tried with it.


The best answer I have so far is pdftoipe, or the c++ code it's based on Xpdf.


see my question for what the output of pdftoipe looks like.



                
                  sphereinabox
                   2008-08-26 02:04:10
                

              

              

            

            
              
                +2 
                A: 
                Pdftotext An open source program (part of Xpdf) which you could call from python (not what you asked for but might be useful). I've used it with no problems. I think google use it in google desktop.



                
                  Jamie
                   2008-08-28 09:46:53
                

              

              

            

            
              
                +4 
                A: 
                pyPDF works fine (assuming that you're working with well-formed PDFs).  If all you want is the text (with spaces), you can just do:


import pyPdf
pdf = pyPdf.PdfFileReader(open(filename, "rb"))
for page in pdf.pages:
    print page.extractText()



You can also easily get access to the metadata, image data, and so forth.


A comment in the extractText code notes:



  Locate all text drawing commands, in
  the order they are provided in the
  content stream, and extract the text. 
  This works well for some PDF files,
  but poorly for others, depending on
  the generator used.  This will be
  refined in the future.  Do not rely on
  the order of text coming out of this
  function, as it will change if this
  function is made more sophisticated.




Whether or not this is a problem depends on what you're doing with the text (e.g. if the order doesn't matter, it's fine, or if the generator adds text to the stream in the order it will be displayed, it's fine).  I have pyPdf extraction code in daily use, without any problems.



                
                  Tony Meyer
                   2008-09-07 04:47:09
                

              

              
                
                  no unicode support :(

                  PanosJee
                   2010-10-14 10:30:56
                

              

            

            
              
                +1 
                A: 
                Additionally there is PDFTextStream which is a commercial Java library that can also be used from Python.



                
                  msanders
                   2008-11-12 17:08:47
                

              

              

            

            
              
                +9 
                A: 
                You can also quite easily use pdfminer as a library. You have access to the pdf's content model, and can create your own text extraction. I did this to convert pdf contents to semi-colon separated text, using the code below.


The function simply sorts the TextItem content objects according to their y and x coordinates, and outputs items with the same y coordinate as one text line, separating the objects on the same line with ';' characters.


Using this approach, I was able to extract text from a pdf that no other tool was able to extract content suitable for further parsing from. Other tools I tried include pdftotext, ps2ascii and the online tool pdftextonline.com.


pdfminer is an invaluable tool for pdf-scraping.



def pdf_to_csv(filename):
    from pdflib.page import TextItem, TextConverter
    from pdflib.pdfparser import PDFDocument, PDFParser
    from pdflib.pdfinterp import PDFResourceManager, PDFPageInterpreter

    class CsvConverter(TextConverter):
        def __init__(self, *args, **kwargs):
            TextConverter.__init__(self, *args, **kwargs)

        def end_page(self, i):
            from collections import defaultdict
            lines = defaultdict(lambda : {})
            for child in self.cur_item.objs:
                if isinstance(child, TextItem):
                    (_,_,x,y) = child.bbox
                    line = lines[int(-y)]
                    line[x] = child.text

            for y in sorted(lines.keys()):
                line = lines[y]
                self.outfp.write(";".join(line[x] for x in sorted(line.keys())))
                self.outfp.write("\n")

    # ... the following part of the code is a remix of the 
    # convert() function in the pdfminer/tools/pdf2text module
    rsrc = PDFResourceManager()
    outfp = StringIO()
    device = CsvConverter(rsrc, outfp, "ascii")

    doc = PDFDocument()
    fp = open(filename, 'rb')
    parser = PDFParser(doc, fp)
    doc.initialize('')

    interpreter = PDFPageInterpreter(rsrc, device)

    for i, page in enumerate(doc.get_pages()):
        outfp.write("START PAGE %d\n" % i)
        interpreter.process_page(page)
        outfp.write("END PAGE %d\n" % i)

    device.close()
    fp.close()

    return outfp.getvalue()





                
                  codeape
                   2008-11-24 14:20:18
                

              

              

            

            
              
                +12 
                A: 
                The PDFMiner package has changed since codeape posted.  


EDIT (again)


PDFMiner has been updated again in version 20100213


You can check the version you have installed with the following:


>>> import pdfminer
>>> pdfminer.__version__
'20100213'



Here's the updated version (with comments on what I changed/added):


def pdf_to_csv(filename):
    from cStringIO import StringIO  #<-- added so you can copy/paste this to try it
    from pdfminer.converter import LTTextItem, TextConverter
    from pdfminer.pdfparser import PDFDocument, PDFParser
    from pdfminer.pdfinterp import PDFResourceManager, PDFPageInterpreter

    class CsvConverter(TextConverter):
        def __init__(self, *args, **kwargs):
            TextConverter.__init__(self, *args, **kwargs)

        def end_page(self, i):
            from collections import defaultdict
            lines = defaultdict(lambda : {})
            for child in self.cur_item.objs:
                if isinstance(child, LTTextItem):
                    (_,_,x,y) = child.bbox                   #<-- changed
                    line = lines[int(-y)]
                    line[x] = child.text.encode(self.codec)  #<-- changed

            for y in sorted(lines.keys()):
                line = lines[y]
                self.outfp.write(";".join(line[x] for x in sorted(line.keys())))
                self.outfp.write("\n")

    # ... the following part of the code is a remix of the 
    # convert() function in the pdfminer/tools/pdf2text module
    rsrc = PDFResourceManager()
    outfp = StringIO()
    device = CsvConverter(rsrc, outfp, codec="utf-8")  #<-- changed 
        # becuase my test documents are utf-8 (note: utf-8 is the default codec)

    doc = PDFDocument()
    fp = open(filename, 'rb')
    parser = PDFParser(fp)       #<-- changed
    parser.set_document(doc)     #<-- added
    doc.set_parser(parser)       #<-- added
    doc.initialize('')

    interpreter = PDFPageInterpreter(rsrc, device)

    for i, page in enumerate(doc.get_pages()):
        outfp.write("START PAGE %d\n" % i)
        interpreter.process_page(page)
        outfp.write("END PAGE %d\n" % i)

    device.close()
    fp.close()

    return outfp.getvalue()



Edit (yet again):


Here is an update for the latest version in pypi, 20100619p1.  In short I replaced LTTextItem with LTChar and passed an instance of LAParams to the CsvConverter constructor.


def pdf_to_csv(filename):
    from cStringIO import StringIO  
    from pdfminer.converter import LTChar, TextConverter    #<-- changed
    from pdfminer.layout import LAParams
    from pdfminer.pdfparser import PDFDocument, PDFParser
    from pdfminer.pdfinterp import PDFResourceManager, PDFPageInterpreter

    class CsvConverter(TextConverter):
        def __init__(self, *args, **kwargs):
            TextConverter.__init__(self, *args, **kwargs)

        def end_page(self, i):
            from collections import defaultdict
            lines = defaultdict(lambda : {})
            for child in self.cur_item.objs:
                if isinstance(child, LTChar):               #<-- changed
                    (_,_,x,y) = child.bbox                   
                    line = lines[int(-y)]
                    line[x] = child.text.encode(self.codec)

            for y in sorted(lines.keys()):
                line = lines[y]
                self.outfp.write(";".join(line[x] for x in sorted(line.keys())))
                self.outfp.write("\n")

    # ... the following part of the code is a remix of the 
    # convert() function in the pdfminer/tools/pdf2text module
    rsrc = PDFResourceManager()
    outfp = StringIO()
    device = CsvConverter(rsrc, outfp, codec="utf-8", laparams=LAParams())  #<-- changed
        # becuase my test documents are utf-8 (note: utf-8 is the default codec)

    doc = PDFDocument()
    fp = open(filename, 'rb')
    parser = PDFParser(fp)       
    parser.set_document(doc)     
    doc.set_parser(parser)       
    doc.initialize('')

    interpreter = PDFPageInterpreter(rsrc, device)

    for i, page in enumerate(doc.get_pages()):
        outfp.write("START PAGE %d\n" % i)
        if page is not None:
            interpreter.process_page(page)
        outfp.write("END PAGE %d\n" % i)

    device.close()
    fp.close()

    return outfp.getvalue()




                
                  tgray
                   2009-08-10 20:47:36
                

              

              
                
                  Great, thanks for updating with info on the new version.

                  codeape
                   2009-08-21 19:58:32
                

                
                  Hrm, I think this might be broken again using `pdfminer-20100213`.

                  Pete
                   2010-02-20 18:40:29
                

                
                  Yeah, I noticed that as well.  Their documentation is kind of lacking though.

                  tgray
                   2010-02-22 14:05:33
                

                
                  Ok, I've updated the code to reflect their changes in the new version.

                  tgray
                   2010-02-22 14:54:50
                

                
                  +1, tgray, excellent code sample!

                  Mark
                   2010-02-22 15:23:24
                

                
                  In [6]: import pdfminerIn [7]: pdfminer.__version__Out[7]: '20100424'In [8]: from pdfminer.converter import LTTextItemImportError: cannot import name LTTextItem....LITERALS_DCT_DECODE  LTChar               LTImage              LTPolygon            LTTextBoxLITERAL_DEVICE_GRAY  LTContainer          LTLine               LTRect               LTTextGroupLITERAL_DEVICE_RGB   LTFigure             LTPage               LTText               LTTextLine

                  skyl
                   2010-07-17 22:41:09
                

                
                  @skyl, the code above is for the previous version '20100213'.  From the list of changes on their website, it looks like they changed `LTTextItem` to `LTChar`.  http://www.unixuser.org/~euske/python/pdfminer/index.html#changes

                  tgray
                   2010-07-19 13:17:15
                

              

            

            
              
                
                A: 
                In my pdf to text conversion projects, I had excellent result with pdftotext (open source) like Jamie mentioned in this forum.



                
                  M K Saravanan
                   2010-03-16 08:19:40
                

              

              

            

            
              
                
                A: 
                Repurposing the pdf2txt.py code that comes with pdfminer; you can make a function that will take a path to the pdf; optionally, an outtype (txt|html|xml|tag) and opts like the commandline pdf2txt {'-o': '/path/to/outfile.txt' ...}.  By default, you can call:


convert_pdf(path)



A text file will be created, a sibling on the filesystem to the original pdf.


def convert_pdf(path, outtype='txt', opts={}):
    import sys
    from pdfminer.pdfinterp import PDFResourceManager, PDFPageInterpreter, process_pdf
    from pdfminer.converter import XMLConverter, HTMLConverter, TextConverter, TagExtractor
    from pdfminer.layout import LAParams
    from pdfminer.pdfparser import PDFDocument, PDFParser
    from pdfminer.pdfdevice import PDFDevice
    from pdfminer.cmapdb import CMapDB

    outfile = path[:-3] + outtype
    outdir = '/'.join(path.split('/')[:-1])

    debug = 0
    # input option
    password = ''
    pagenos = set()
    maxpages = 0
    # output option
    codec = 'utf-8'
    pageno = 1
    scale = 1
    showpageno = True
    laparams = LAParams()
    for (k, v) in opts:
        if k == '-d': debug += 1
        elif k == '-p': pagenos.update( int(x)-1 for x in v.split(',') )
        elif k == '-m': maxpages = int(v)
        elif k == '-P': password = v
        elif k == '-o': outfile = v
        elif k == '-n': laparams = None
        elif k == '-A': laparams.all_texts = True
        elif k == '-D': laparams.writing_mode = v
        elif k == '-M': laparams.char_margin = float(v)
        elif k == '-L': laparams.line_margin = float(v)
        elif k == '-W': laparams.word_margin = float(v)
        elif k == '-O': outdir = v
        elif k == '-t': outtype = v
        elif k == '-c': codec = v
        elif k == '-s': scale = float(v)
    #
    CMapDB.debug = debug
    PDFResourceManager.debug = debug
    PDFDocument.debug = debug
    PDFParser.debug = debug
    PDFPageInterpreter.debug = debug
    PDFDevice.debug = debug
    #
    rsrcmgr = PDFResourceManager()
    if not outtype:
        outtype = 'txt'
        if outfile:
            if outfile.endswith('.htm') or outfile.endswith('.html'):
                outtype = 'html'
            elif outfile.endswith('.xml'):
                outtype = 'xml'
            elif outfile.endswith('.tag'):
                outtype = 'tag'
    if outfile:
        outfp = file(outfile, 'w')
    else:
        outfp = sys.stdout
    if outtype == 'txt':
        device = TextConverter(rsrcmgr, outfp, codec=codec, laparams=laparams)
    elif outtype == 'xml':
        device = XMLConverter(rsrcmgr, outfp, codec=codec, laparams=laparams, outdir=outdir)
    elif outtype == 'html':
        device = HTMLConverter(rsrcmgr, outfp, codec=codec, scale=scale, laparams=laparams, outdir=outdir)
    elif outtype == 'tag':
        device = TagExtractor(rsrcmgr, outfp, codec=codec)
    else:
        return usage()

    fp = file(path, 'rb')
    process_pdf(rsrcmgr, device, fp, pagenos, maxpages=maxpages, password=password)
    fp.close()
    device.close()

    outfp.close()
    return




                
                  skyl
                   2010-07-18 19:17:56
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